J4/00-0485
Page  13  of  13

Subject:

Upper/lower-case equivalence of extended letters in identifiers

Author:

Ann Bennett

Date:


July 5, 2000

References:

1.   CD 1.8

2. TR 10176, with amendment 1, SC22 Guidelines for development of programming languages

3. TR 14652, SC22/WG20 Specification method for cultural conventions

Discussion:
WG20 produced Annex A of TR 10176 to specify the letters of ISO/IEC 10646-1 that it recommends for use in programming language identifiers.  Agreement between WG20 and the Unicode Consortium on the letters for identifiers resulted in Amendment 1 of TR 10176.  The following summarizes significant aspects of those letters:

· They are taken from 10646-1 with COR 1 and AMD 1 through 9.

· Combining characters from level 2 of 10646 are included. *

· Modifier letters and marks conventionally used as parts of words are included.

· Punctuation and symbols not considered appropriate for use in identifiers are excluded.

* The exclusion of combining characters from level 3 of 10646 avoids the problem of alternative representations of identifiers.

Programming languages can add or delete letters.  TR 10176 recommends that combining characters not be allowed as the first character of an identifier.  (It also recommends not allowing numbers as the first character, but COBOL already allows them.)

The set of letters includes composed letters (for example, á) as well as the decomposed form (for example, the two characters a').  This proposal treats these as different characters and treats each combining mark as a separate letter for the purpose of counting letters in identifiers.

TR 14652, Specification method for cultural conventions, includes a locale definition that specifies the upper/lower-case mappings of letters, including the letters of Annex A in TR 10176.  These are the mappings that WG20 recommends for use in programming language identifiers.  WG20 recommends mapping from upper-case to lower-case, which gives a unique mapping.  There are some letters in TR 10176 that do not give a "round-trip" mapping.  Turkish dotless "I" is an example of a letter that does not map one-to-one in both directions.

[ You can find WG20 documents at    http://anubis.dkuug.dk/JTC1/SC22/WG20/  ]

The Unicode Consortium has extensive material on casing available on its website.  Various documents, along with their urls, are identified in the attached correspondence from Ken Whistler.  As you can see from those documents, casing is not entirely straightforward.  

I sought advice from Lisa Moore of IBM, vice-chair of the Unicode Consortium.  She recommended that COBOL map upper-case to lower-case in accordance with TR 14652 and that we not be concerned about the few letters that have no one-to-one correspondence in both directions.  They affect few users (for example, 1 in 10,000 for Turkish dotless I).  This provides portability and predictability and allows a user full choice of letters from TR 10176.

Proposed changes:
1. Page 2, 2, Normative references:   delete the separate entries for 10646 Amd.1 and Amd.2

{because they are included in the main 10646-1 normative reference as "AMD 1-9"}

2. Page 62, 8.1.2.1, COBOL character repertoire, replace general rule 4 with the following:

"The set of extended letters consists of the characters recommended for programming language identifiers in ISO/IEC TR 10176 that are not already defined as basic letters, basic digits, or basic special characters in the COBOL character repertoire.  Extended letters are subject to the following rules:

a) Extended letters identified as special characters in ISO/IEC TR 10176 shall not be written as the first or last character of a user-defined word.

b) Uppercase extended letters and their corresponding lowercase letters are equivalent if there is an uppercase and lowercase correspondence specified in the repertoire map in ISO/IEC TR 14652.  For purposes of matching, upper-case extended letters shall be folded to lower-case.

c) The characters forming a decomposed character are each treated as a separate letter and are counted separately in determining the length of a user-defined word.  A precomposed letter and its decomposed form are not treated as equivalent.

d) Combining characters are each counted as a separate character in determining the length of a user-defined word.

NOTES

1    The list of letters in TR 10176 excludes punctuation and symbols that are not generally used in words or that are considered inappropriate for programming language identifiers.  Some characters in TR 10176 may have an appearance similar to basic special characters specified in COBOL or may appear strange to speakers of some languages, but are necessary for representing certain languages.  They are permitted in COBOL on the assumption that no confusion will result for user-defined words written by programmers fluent in the languages for which those characters are essential.

2    The list of letters recommended for identifiers in TR 10176 includes combining characters from ISO/IEC 10646-1 level 2. Combining characters from level 3 are excluded to avoid the problem of alternative sequences of combining characters.  Each combining character is treated as a separate letter in counting extended letters.

3    The list of characters recommended for identifiers in TR 10176 includes both precomposed and decomposed forms of some characters, for example á and a'.  In this example, á is counted as one letter and a' is counted as two letters, and they are not equivalent.

4    Extended letters are folded to lower-case for determining equivalency of upper- and lower-case letters so that there is a one-to-one relationship between upper and lower-case letters.  A one-to-one relationship does not exist when folding to upper-case.  Folding of basic letters is implicitly undefined so that implementers can continue to fold as they did in previous implementations.

"

OPEN ISSUES:
1. I plan to review this proposal with WG20 members and with other conveners at the SC22 plenary meeting in September.  J4 should review the proposal but not approve it until after that review.

2. We could specify that decomposed characters are normalized to their precomposed counterpart.  I have no idea what users' expectations will be.  I will discuss this with other conveners at the SC22 plenary.  We could choose another language as a model; Java is one possibility.  I will also query how other languages are counting combining characters.
Correspondence with Keld

To:
Ann Wallace/Santa Teresa/IBM@IBMUS

cc:
Baldev Soor/Toronto/IBM@IBMCA, Arnold.Winkler@unisys.com 

Subject:
Re: questions from COBOL WG

On Fri, Mar 24, 2000 at 01:11:23PM -0700, nwallace@us.ibm.com wrote:

>

> I have updated the COBOL specification to reference amendment 1 of  TR

> 10176 for extended letters used in identifiers.  Currently, the

> specification is incomplete because we have some difficulty understanding

> the details of upper/lower case correspondence.

WG20 is very pleased that Cobol is taking on the recommendations

in TR 10176 annex A. This was also done for the C and C++ languages

in their recently published standards, so you are in good shape.

> The COBOL draft refers to PDTR 14652 for "toupper"  and "tolower".  I

> believe you told me that mapping from upper to lower gives a one-to-one

> correspondence (or was it the other way?).

Yes, mapping from upper to lower gives a one-to-one correspondence.

> J4/WG4 has the following concerns:

>

> 1.   Whether there are cases where the upper/lower case mapping is not

> one-to-one in BOTH DIRECTIONS.   For example, if there is an identifier

> with a lowercase accented e, is the corresponding letter an uppercase

> accented e, or uppercase e without accent?   i.e.,  if we have

>          e

>          E

>          e with accent

>

>         Would both  the lower-case e and e with accent map to uppercase E?

>

> I have seen some e-mail from Alain discussing the need for an accented

> lowercase letter in French to have a corresponding uppercase accented

> letter, but I cannot tell how this relates to TR 10176.

14652 does not loose the accent when uppercasing letters.

The custom you mentioned is practised sometimes in France,

but not in 14652.

> 2.    Whether there is always a mapping of a single character to a single

> character.  For example,   is the German sharp /ss included in the

> identifier repertoire in 10176 with a mapping of one to two characters?

sharp s is in the 10176 set of identifiers, but there is no uppercase/

lowercase mapping in 10176, while this is done in 14652.

If you map from uppercase to lowercase for the identifier matching,

there is no need to process the sharp s.

>

> 3.   Are there any other unusual situations where mapping is not a

> one-to-one upper/lower case mapping in both directions or not a

> one-character to one-character mapping?

There are some in the 14652 data. These are digraphs

with mixed casing like Croatian/Slovenian letters Nj Lj Dz and Dz<

which are single letters, but both have a lowercase and uppercase

mapping different from themselves (like nj NJ). There are some lowercase

letters that does not have an uppercase equivalent, like ss,

kra, j with caron, and a few others.

> 4.   If the mappings are not guaranteed to always be bi-directional

> one-to-one, are there some reasonable restrictions (elimination of

> characters) that COBOL can make to ensure a bi-directional one-to-one

> mapping?

You can exclude the letters mentioned above. I can provide a

elaborate list if you want.

But you can also map from uppercase to lowercase and have

match on identifiers done on the lowercased strings.

That should be working.

I am not sure what you need a bidirectional one-to-one mapping for.

I think it is essential that Cobol does provide as good case

conversion as possible, and that is what 14652 provides.

Some  characters do not have both forms, (at least encoded in

10646), this is a fact of life.

> 5.  If the correspondence of characters is not always one-character to

> one-character, are there some reasonable restrictions (elimination of

> characters) that COBOL can make to ensure mappings of only a

> single-character to a single-character?

All case mappings in 14652 is one-to-one, but not neccesarily reversible.

One of the design goals with 14652 was to help programming languages

like Cobol to implement 10646 support. The alpha class is for

example aligned with TR 10176 annex A, and the case mappings made

suitable for identifier matches after lowercasing identifier strings.

As I may have said to you earlier, it is essential that the "i18n"

FDCC-set be used when compiling, for the LC_CTYPE and LC_COLLATE

categories, to guarantee source portability. No setting of a locale

for these categories should be allowed.

14652 builds on 10646 repertoire support that has been employed

for years in the industry, with Linux and Unix, and C and C++ compilers.

I will estimate the current installed base to be 20-30 mill machines.

14652 support has already been implemented by major C and C++ compilers,

even if the TR is not fully approved yet.

> ________

>

> I do not have a full copy of ISO 10646.   Is Unicode version 2 sufficient

> for knowing what characters are included in TR 10176, instead of just

> knowing their code values?

There is a list of official ISO/IEC 10646-1 characters contained

in http://www.dkuug.dk/jtc1/sc2/wg2/docs/n2172.txt (about 350 kb).

It tells you also the character names, but not more.

If you need a full soft copy of ISO/IEC 10646-1:2000  (about 45 Mb

in pdf) for standardization purposes, I can give you a copy for that.

Kind regards

Keld Simonsen

Correspondence from Ken Whistler

To:
Ann Wallace/Santa Teresa/IBM@IBMUS

cc:
Arnold.Winkler@unisys.com, kenw@sybase.com, Baldev Soor/Toronto/IBM@IBMCA, keld@dkuug.dk 

Subject:
Re: FW: questions from COBOL WG

Ann,

Arnold forwarded a bunch of questions you had posed about case mappings

with regard to the COBOL standard. I'll try to answer them and provide

you with the locations of the relevant data files now being maintained

by the Unicode Consortium.

First, you should refer to:

http://www.unicode.org/unicode/reports/tr21/

Unicode Technical Report #21: Case Mappings. This is the comprehensive

explanation of case mapping issues, and contains links to the data

files I list below.

ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

That is the basic data file, which contains all of the default case

mappings for Unicode 3.0 (= ISO/IEC 10646-1:2000).

ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.html

That is the detailed description of the data file. The relevant data

fields are described there: Field 12 Uppercase Mapping, Field 13

Lowercase Mapping, and Field 14 Titlecase Mapping.

ftp://ftp.unicode.org/Public/UNIDATA/SpecialCasing.txt

This is the special casing data file, which contains information about

special situations for case-mapping: Turkish casing, Greek casing

involving subscript iota, German ess-zet, final form casing exceptions,

ligature casing, etc.

All of those files are current as of Version 3.0 of the Unicode

Standard. Information about *particular* versions of the Unicode

Standard can be found at:

http://www.unicode.org/unicode/standard/versions/

That explains all the enumerated versions of the Unicode Standard,

and contains links to the archived versions of the relevant data files

for any particular version. UnicodeData.txt is updated with each

version of the standard. Other data files may or may not need updating,

depending on what has changed in the standard.

Note that the data files with the Unicode Standard provide three

sets of case mappings, not just two. Titlecase mapping is provided

because of the sets of digraphs for Croatian (and a few others) in

the standard. Thus, "dz" uppercases to "DZ", but titlecases to "Dz",

etc. These instances are exceptional, but important for implementations

that care about titlecasing words.

The advantage of UnicodeData.txt is that it is available now, online,

in a machine-readable format, and is vouched for by the Unicode

Consortium. It is the basis for most implementations' treatment of

casing. Case-mapping is, however, not *normative* in the Unicode

Standard, since it is recognized that there are locale-specific

differences for some (natural) languages (although the number of instances is

small), and since some implementations may choose to engage in

various shortcuts or alternative treatments of casing.

COBOL would be an obvious instance. If you wish to have case-mapping

work without the complications of the special instances for casing,

you could define some characters to case in a way which avoids just

those complications. The net result would not necessarily be the

most "correct" casing in some instances, but it would simplify the

implementation of the (formal) language.

By the way, if case *folding* is what you are actually inquiring

about (to map uppercase and lowercase together for equivalence

comparisons), then you might also want to consider the recommendations

made in:

http://www.unicode.org/unicode/reports/tr21/CaseFolding.txt

which is also discussed in Unicode Technical Report #21. The implementation

of case-folding (as for comparison of identifiers in a language that

does not treat case distinctions as significant) may not necessarily

be done in the same way as the language implements the functional

equivalents of toupper() and tolower() for API's in the language.

The CTYPE case tables in PDTR 14652 are not quite ready for prime time,

in my opinion. There are mistakes in the tables, and they do not

take sufficient account of the casing complexities inherent in

ISO/IEC 10646-1. Unfortunately, TR 10176 also does not provide any

guidelines about case mapping or case folding, even though it

(correctly) suggests that programming languages should provide

extended support for characters outside of ISO 646 in comments and

in program identifiers.

I think you will get a better overview of the situation for casing,

more accurate tables, and a better chance of interoperating with

other programming languages (including Java) if you start from

UTR #21.

Regards,

--Ken Whistler

Further comments on your specific questions are interspersed below.

> From: nwallace@us.ibm.com [mailto:nwallace@us.ibm.com]

> Sent: Friday, March 24, 2000 3:11 PM

> To: keld@dkuug.dk

> Cc: soor@ca.ibm.com; Arnold.Winkler@unisys.com

> Subject: questions from COBOL WG

>

> Keld,

> Is it possible to reply soon to the questions WG4 and J4 have about

> upper-lower case mappings for identifiers  (copy below) ?   If not, is

> there someone else who can answer?   (Arnold?   Baldev?)

>

> We would like to have his resolved so that I can correct the COBOL draft by

> May 1.

>

> Thanks, Ann

>

> _

> Ann Wallace, IBM

> Internet:   nwallace@us.ibm.com

>

>

> ---------------------- Forwarded by Ann Wallace/Santa Teresa/IBM on

> 03/24/2000 12:03 PM ---------------------------

>

> From: Ann Wallace on 03/03/2000 03:05 PM

>

> To:   keld@dkuug.dk@Internet

> cc:   wmklein@ix.netcom.com@Internet

> From: Ann Wallace/Santa Teresa/IBM@IBMUS

> Subject:  questions from COBOL WG

>

>

>

> Keld,

>

> I have updated the COBOL specification to reference amendment 1 of  TR

> 10176 for extended letters used in identifiers.  Currently, the

> specification is incomplete because we have some difficulty understanding

> the details of upper/lower case correspondence.

>

> The COBOL draft refers to PDTR 14652 for "toupper"  and "tolower".  I

> believe you told me that mapping from upper to lower gives a one-to-one

> correspondence (or was it the other way?).

>

> J4/WG4 has the following concerns:

>

> 1.   Whether there are cases where the upper/lower case mapping is not

> one-to-one in BOTH DIRECTIONS.   For example, if there is an identifier

> with a lowercase accented e, is the corresponding letter an uppercase

> accented e, or uppercase e without accent?   i.e.,  if we have

>          e

>          E

>          e with accent

>

>         Would both  the lower-case e and e with accent map to uppercase E?

The default case mapping in UnicodeData.txt generally maps Latin accented

letters one-to-one.

So you would always get: e <-> E and é <-> É

There is one exception for the letters involving Turkish: i <-> I

     but dotless-i -> I  and  i <- I-with-dot-above

Thus if you use just i/I, you get round-trippable mapping, but if you

include the Turkish letters, you can get dotless-i -> I -> i, with no

round-trip on the mapping.

This is an unfortunate result of the legacy facts about treating

Turkish character casing. SpecialCasing.txt provides the localized

treatment that you would use for Turkish data in particular, in

which case:  dotless-i <-> I and i <-> I-with-dot-above.

Turkish characters prevent any simplistic treatment of casing for "i",

unless you just rule them out for identifiers.

There are also instances where a lowercase precomposed character in the

standard does not have an uppercase precomposed character corresponding

to it. For example:

01F0; 01F0; 004A 030C; 004A 030C; # LATIN SMALL LETTER J WITH CARON

This entry from SpecialCasing.txt shows a decompositional case-mapping

that you can do for the lowercase j-with-caron in order to get an

uppercase J-with-caron. By default, a case-mapping would just not

bother changing case for such instances; they are similar in some ways

to the Latin baseform letters that have no uppercase form.

>

> I have seen some e-mail from Alain discussing the need for an accented

> lowercase letter in French to have a corresponding uppercase accented

> letter, but I cannot tell how this relates to TR 10176.

It doesn't relate to TR 10176. The stuff that Alain is talking about

refers to French practice that on occasion dropped the accents off

uppercase letters (even though the *correct* form had accents). This

was partly due to limitations of computer typesetting. But I don't

think it should be a consideration for casing of identifiers -- those should

simply use the default casing for French accented vowels.

>

> 2.    Whether there is always a mapping of a single character to a single

> character.  For example,   is the German sharp /ss included in the

> identifier repertoire in 10176 with a mapping of one to two characters?

The default mappings in UnicodeData.txt are always one-to-one. The

special cases for ess-zet, ligatures, etc., are listed in SpecialCasing.txt,

where applications can choose to implement them as required (either for

particular language/locale implementations, or for more complete

default treatment, if they choose).

>

> 3.   Are there any other unusual situations where mapping is not a

> one-to-one upper/lower case mapping in both directions or not a

> one-character to one-character mapping?

See SpecialCasing.txt for lots of unusual situations.

>

> 4.   If the mappings are not guaranteed to always be bi-directional

> one-to-one, are there some reasonable restrictions (elimination of

> characters) that COBOL can make to ensure a bi-directional one-to-one

> mapping?

You can determine this for yourself programmatically from the default

case mappings in UnicodeData.txt. If you chose to eliminate characters

to make uppercase/lowercase case-mapping roundtrippable, then you would

have to eliminate the two Turkish letters and any mixed case digraph

(e.g., U+01C5 LATIN LETTER CAPITAL D WITH SMALL LETTER Z WITH CARON).

There may be others.

>

> 5.  If the correspondence of characters is not always one-character to

> one-character, are there some reasonable restrictions (elimination of

> characters) that COBOL can make to ensure mappings of only a

> single-character to a single-character?

It depends on how you want to implement it. The main instance is German

ess-zet (U+00DF LATIN SMALL LETTER SHARP S). The UnicodeData.txt default

treatment of this letter is:

00DF;LATIN SMALL LETTER SHARP S;Ll;0;L;;;;;N;;German;;;

i.e., no casing. Contrast:

0073;LATIN SMALL LETTER S;Ll;0;L;;;;;N;;;0053;;0053

where fields 12 and 14 show the uppercase and titlecase to "S".

A case-mapping implementation would generally map

a "no casing" character to itself by default.

SpecialCasing.txt, on the other hand, describes the full treatment

of ess-zet:

00DF; 00DF; 0053 0073; 0053 0053; # LATIN SMALL LETTER SHARP S

i.e., titlecase to "Ss", uppercase to "SS".

I would advise taking the default "no casing" treatment for ess-zet,

rather than eliminating it from the identifier repertoire.

> ________

>

> I do not have a full copy of ISO 10646.   Is Unicode version 2 sufficient

> for knowing what characters are included in TR 10176, instead of just

> knowing their code values?

>

The amendment of Annex A in TR 10176 was synched up with Unicode Version

2.1, so there are no characters in that list that are not also in

Unicode Version 2.1 (or Version 2.0, for that matter, since the two

additional characters for Version 2.1 are not in question here). However,

it is no simple task to *derive* the list of characters in TR 10176 from

either ISO/IEC 10646-1:1993 (+ Amendments 1-7) or Unicode 2.1; there were

principled omissions of characters from the list recommended for

identifiers in TR 10176.

But if you just are inquiring about code value identifications, then

the Unicode Standard and ISO/IEC 10646 are equivalent for your purposes.

A:\00-0485.doc
Last printed 07/06/2000 7:54 PM

